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3 The Theorem

Bayes’ Theorem is pretty simple to write:

P (B|A,C) = P (A|B,C) ·
P (B|C)

P (A|C)
, (1)

although one often sees it written in an form where condition C is omitted:
P (B|A) = P (A|B) · P (B)/P (A).

One derives it by starting with the the symmetry of the “and” operation:
A ∩ B = B ∩ A, and then use the algebra for “and”:

P (A ∩ B|C) = P (A|B,C) · P (B|C). (2)

As usual, A and B are two events we currently care about, and C represents all
the other conditions, some of which may be relevant in that they could change
the probabilities we calculate, and others of which are just irrelevant.

The symmetry of “and” allows us to interchange A and B in Equation 2 to
yield:

P (B ∩ A|C) = P (A|B,C) · P (B|C), (3)

but we can also write P (B ∩ A|C) directly from the algebra for “and” as:

P (B ∩ A|C) = P (B|A,C) · P (A|C). (4)

Since the right sides of Equations 3 and 4 are equal to the same thing
(P (B ∩ A|C)), they must be equal to each other, so one gets

P (B|A,C) · P (A|C) = P (A|B,C) · P (B|C), (5)

from which one gets Equation 1 (Bayes’ Theorem) with a bit of algebraic rear-
rangement.

The problem that some people have with Bayes’ Theorem is not writing it
or deriving it but in interpreting what the symbols mean or in supplying values.
Let’s try applying it and see if we can figure out how it works.

4 Probabilities and models

Q: How do you find a good model of language?
A: Try a billion variations on a theme and see which is best.

If one is out to find a good model, one should think of oneself as an editor, or
a judge of a competition. Imagine you have thousands (millions!) of models, all
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Dr. Neal, WKU

MATH 329 The Bernoulli Distribution

Let Ω  be a sample space with a defined probability measure P, and let A be an event
that occurs with probability p  = P(A) .  A Bernoulli random variable, denoted by

X ~ b(1, p) , is a function defined on Ω  that is 1 if ∈ A and 0 if ∉ A:

X: Ω → {0, 1}  given by  X( ) =
 1    if ∈A

 0   if ∉A.

 
 
 

       A Bernoulli random variable is often written as an indicator function 1A : Ω → {0, 1}

defined by 1A ( ) =
 1     if ∈ A

 0    if ∉ A.

 
 
 

Example.  (i)  Let Ω  be WKU students and let F  be the set of female students in Ω  so
that p = P( F) ≈ 0.60.   Write a function that designates whether or not a student is
female.

(ii)  Roll two dice.  Write a function that designates whether or not a sum of 7 has been
rolled.

(iii)  Draw one card from a standard deck of 52.  Write a function that designates
whether or not a Heart is drawn.

Solutions.  (i)  The function X : Ω → {0, 1} defined by X( ) =
 1     if ∈F

 0    if ∉F

 
 
 

 designates

whether or not a specific student  is a female, and X ~ b(1, 0.60).

This function also can be written as 1F : Ω → {0, 1} where 1F ( ) =
 1     if ∈F

 0    if ∉F .

 
 
 

(ii)  Let Ω = ( 1, 2 ) : i ∈{1,2, ..., 6}{ }  and let S = ( 1, 2) ∈Ω : 1 + 2 = 7{ }.  Then

p = P(S) = 1/ 6.  So 1S : Ω → {0, 1} defined by

 1S(( 1, 2 )) =
 1     if ( 1, 2 ) ∈S

 0    if ( 1, 2 ) ∉S

 
 
 

designates whether or not the pair ( 1, 2 ) sums to 7.  Here 1S ~ b(1,1 / 6) .

(iii)  Let Ω  be the set of 52 cards and let H  be the set of 13 Hearts so that

p = P( H) = 1 / 4.  Then 1H : Ω → {0, 1} given by 1H ( ) =
 1     if ∈H

 0    if ∉H

 
 
 

 designates

whether or not the drawn card  is a Heart.  Here 1H ~ b(1,1 / 4) .
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The four components of time series are :

1. Secular trend

2. Seasonal variation

3. Cyclical variation

4. Irregular variation

Secular trend

A time series data may show upward trend or downward trend for a period of years and this may be

due to factors like increase in population,change in technological progress ,large scale shift in

consumers demands,etc.For example,population increases over a period of time,price increases

over a period of years,production of goods on the capital market of the country increases over a

period of years.These are the examples of upward trend.The sales of a commodity may decrease

over a period of time because of better products coming to the market.This is an example of declin-

ing trend or downward trend.The increase or decrease in the movements of a time series is called

Secular trend.

Seasonal variation

Seasonal variation are short-term fluctuation in a time series which occur periodically in a year.This

continues to repeat  year after year.The major factors that are responsible for the repetitive pattern

of seasonal variations are weather conditions and customs of people.More woollen clothes are sold

in winter than in the season of summer .Regardless of the trend we can observe that in each year

more ice creams are sold in summer and very little in Winter season.The sales in the departmental

stores are more during festive seasons that in the normal days.

Cyclical variations

Cyclical variations are recurrent upward or downward movements in a time series but the period of

cycle is greater than a year.Also these variations are not regular as seasonal variation.There are

different types of cycles of varying in length and size.The ups and downs in business activities are

the effects of cyclical variation.A business cycle showing these oscillatory movements has to pass

through four phases-prosperity,recession,depression and recovery.In a business,these four phases

are completed by passing one to another  in this order.

COMPONENTS OF TIME SERIES



Exponential Distribution

• Definition: Exponential distribution with parameter
λ:

f(x) =

{
λe−λx x ≥ 0
0 x < 0

• The cdf:

F (x) =

∫ x

−∞
f(x)dx =

{
1− e−λx x ≥ 0
0 x < 0

• Mean E(X) = 1/λ.

• Moment generating function:

φ(t) = E[etX ] =
λ

λ− t
, t < λ

• E(X2) = d2

dt2
φ(t)|t=0 = 2/λ2.

• V ar(X) = E(X2)− (E(X))2 = 1/λ2.
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• Properties

1. Memoryless: P (X > s + t|X > t) = P (X > s).

P (X > s + t|X > t)

=
P (X > s + t,X > t)

P (X > t)

=
P (X > s + t)

P (X > t)

=
e−λ(s+t)

e−λt

= e−λs

= P (X > s)

– Example: Suppose that the amount of time one
spends in a bank is exponentially distributed with
mean 10 minutes, λ = 1/10. What is the prob-
ability that a customer will spend more than 15
minutes in the bank? What is the probability
that a customer will spend more than 15 min-
utes in the bank given that he is still in the bank
after 10 minutes?
Solution:

P (X > 15) = e−15λ = e−3/2 = 0.22

P (X > 15|X > 10) = P (X > 5) = e−1/2 = 0.604

2



– Failure rate (hazard rate) function r(t)

r(t) =
f(t)

1− F (t)

– P (X ∈ (t, t + dt)|X > t) = r(t)dt.
– For exponential distribution: r(t) = λ, t > 0.
– Failure rate function uniquely determines F (t):

F (t) = 1− e−
∫ t
0 r(t)dt .
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2. If Xi, i = 1, 2, ..., n, are iid exponential RVs with
mean 1/λ, the pdf of

∑n
i=1 Xi is:

fX1+X2+···+Xn(t) = λe−λt (λt)n−1

(n− 1)!
,

gamma distribution with parameters n and λ.

3. If X1 and X2 are independent exponential RVs
with mean 1/λ1, 1/λ2,

P (X1 < X2) =
λ1

λ1 + λ2
.

4. If Xi, i = 1, 2, ..., n, are independent exponential
RVs with rate µi. Let Z = min(X1, ..., Xn) and
Y = max(X1, ..., Xn). Find distribution of Z and
Y .

– Z is an exponential RV with rate
∑n

i=1 µi.

P (Z > x) = P (min(X1, ..., Xn) > x)

= P (X1 > x,X2 > x, ...,Xn > x)

= P (X1 > x)P (X2 > x) · · ·P (Xn > x)

=

n∏
i=1

e−µix = e−(
∑n

i=1 µi)x

– FY (x) = P (Y < x) =
∏n

i=1(1 − e−µix).
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Poisson Process

• Counting process: Stochastic process {N(t), t ≥ 0}
is a counting process if N(t) represents the total num-
ber of “events” that have occurred up to time t.

– N(t) ≥ 0 and are of integer values.

– N(t) is nondecreasing in t.

• Independent increments: the numbers of events oc-
curred in disjoint time intervals are independent.

• Stationary increments: the distribution of the number
of events occurred in a time interval only depends on
the length of the interval and does not depend on the
position.

5



• A counting process {N(t), t ≥ 0} is a Poisson pro-
cess with rate λ, λ > 0 if

1. N(0) = 0.

2. The process has independent increments.

3. The process has staionary increments and
N(t+s)−N(s) follows a Poisson distribution with
parameter λt:

P (N(t+s)−N(s) = n) = e−λt(λt)n

n!
, n = 0, 1, ...

• Note: E[N(t + s) −N(s)] = λt.
E[N(t)] = E[N(t + 0) −N(0)] = λt.

6



Interarrival and Waiting Time

• Define Tn as the elapsed time between (n − 1)st and
the nth event.

{Tn, n = 1, 2, ...}
is a sequence of interarrival times.

• Proposition 5.1: Tn, n = 1, 2, ... are independent
identically distributed exponential random variables
with mean 1/λ.

• Define Sn as the waiting time for the nth event, i.e.,
the arrival time of the nth event.

Sn =
n∑

i=1

Ti .

• Distribution of Sn:

fSn(t) = λe−λt (λt)n−1

(n− 1)!
,

gamma distribution with parameters n and λ.

• E(Sn) =
∑n

i=1 E(Ti) = n/λ.

7



• Example: Suppose that people immigrate into a terri-
tory at a Poisson rate λ = 1 per day. (a) What is the
expected time until the tenth immigrant arrives? (b)
What is the probability that the elapsed time between
the tenth and the eleventh arrival exceeds 2 days?
Solution:
Time until the 10th immigrant arrives is S10.

E(S10) = 10/λ = 10 .

P (T11 > 2) = e−2λ = 0.133 .

8



Further Properties

• Consider a Poisson process {N(t), t ≥ 0} with rate
λ. Each event belongs to two types, I and II. The type
of an event is independent of everything else. The
probability of being in type I is p.

• Examples: female vs. male customers, good emails
vs. spams.

• Let N1(t) be the number of type I events up to time t.

• Let N2(t) be the number of type II events up to time
t.

• N(t) = N1(t) + N2(t).
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• Proposition 5.2: {N1(t), t ≥ 0} and {N2(t), t ≥ 0}
are both Poisson processes having respective rates λp
and λ(1 − p). Furthermore, the two processes are in-
dependent.

• Example: If immigrants to area A arrive at a Poisson
rate of 10 per week, and if each immigrant is of En-
glish descent with probability 1/12, then what is the
probability that no people of English descent will im-
migrate to area A during the month of February?
Solution:
The number of English descent immigrants arrived
up to time t is N1(t), which is a Poisson process with
mean λ/12 = 10/12.

P (N1(4) = 0) = e−(λ/12)·4 = e−10/3 .
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• Conversely: Suppose {N1(t), t ≥ 0} and {N2(t), t ≥
0} are independent Poisson processes having respec-
tive rates λ1 and λ2. Then N(t) = N1(t) + N2(t) is a
Poisson process with rate λ = λ1 + λ2. For any event
occurred with unknown type, independent of every-
thing else, the probability of being type I is p = λ1

λ1+λ2

and type II is 1− p.

• Example: On a road, cars pass according to a Poisson
process with rate 5 per minute. Trucks pass accord-
ing to a Poisson process with rate 1 per minute. The
two processes are indepdendent. If in 3 minutes, 10
veicles passed by. What is the probability that 2 of
them are trucks?
Solution:
Each veicle is independently a car with probability

5
5+1 = 5

6 and a truck with probability 1
6. The probabil-

ity that 2 out of 10 veicles are trucks is given by the
binomial distribution:(

10
2

)(
1

6

)2 (
5

6

)8
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Conditional Distribution of Arrival Times

• Consider a Poisson process {N(t), t ≥ 0} with rate
λ. Up to t, there is exactly one event occurred. What
is the conditional distribution of T1?

• Under the condition, T1 uniformly distributes on [0, t].

• Proof

P (T1 < s|N(t) = 1)

=
P (T1 < s, N(t) = 1)

P (N(t) = 1)

=
P (N(s) = 1, N(t)−N(s) = 0)

P (N(t) = 1)

=
P (N(s) = 1)P (N(t)−N(s) = 0)

P (N(t) = 1)

=
(λse−λs) · e−λ(t−s)

λte−λt

=
s

t
Note: cdf of a uniform

12



• If N(t) = n, what is the joint conditional distribution
of the arrival times S1, S2, ..., Sn?

• S1, S2, ..., Sn is the ordered statistics of n independent
random variables uniformly distributed on [0, t].

• Let Y1, Y2, ..., Yn be n RVs. Y(1), Y(2),..., Y(n) is the
ordered statistics of Y1, Y2, ..., Yn if Y(k) is the kth
smallest value among them.

• If Yi, i = 1, ..., n are iid continuous RVs with pdf
f , then the joint density of the ordered statistics Y(1),
Y(2),..., Y(n) is

fY(1),Y(2),...,Y(n)
(y1, y2, ..., yn)

=

{
n!

∏n
i=1 f(yi) y1 < y2 < · · · < yn

0 otherwise

13



• We can show that

f(s1, s2, ..., sn | N(t) = n) =
n!

tn
0 < s1 < s2 · · · < sn < t

Proof

f(s1, s2, ..., sn | N(t) = n)

=
f(s1, s2, ..., sn, n)

P (N(t) = n))

=
λe−λs1λe−λ(s2−s1) · · ·λe−λ(sn−sn−1)e−λ(t−sn)

e−λt(λt)n/n!

=
n!

tn
, 0 < s1 < · · · < sn < t

• For n independent uniformly distributed RVs on [0, t],
Y1, ..., Yn:

f(y1, y2, ..., yn) =
1

tn
.

• Proposition 5.4: Given Sn = t, the arrival times S1,
S2, ..., Sn−1 has the distribution of the ordered statis-
tics of a set n− 1 independent uniform (0, t) random
variables.

14



Generalization of Poisson Process

• Nonhomogeneous Poisson process: The counting pro-
cess {N(t), t ≥ 0} is said to be a nonhomogeneous
Poisson process with intensity function λ(t), t ≥ 0 if

1. N(0) = 0.

2. The process has independent increments.

3. The distribution of N(t+s)−N(t) is Poisson with
mean given by m(t + s) −m(t), where

m(t) =

∫ t

0

λ(τ )dτ .

• We call m(t) mean value function.

• Poisson process is a special case where λ(t) = λ, a
constant.

15



• Compound Poisson process: A stochastic process
{X(t), t ≥ 0} is said to be a compound Poisson pro-
cess if it can be represented as

X(t) =

N(t)∑
i=1

Yi , t ≥ 0

where {N(t), t ≥ 0} is a Poisson process and
{Yi, i ≥ 0} is a family of independent and identically
distributed random variables which are also indepen-
dent of {N(t), t ≥ 0}.

• The random variable X(t) is said to be a compound
Poisson random variable.

• Example: Suppose customers leave a supermarket in
accordance with a Poisson process. If Yi, the amount
spent by the ith customer, i = 1, 2, ..., are indepen-
dent and identically distributed, then X(t) =

∑N(t)
i=1 Yi,

the total amount of money spent by customers by time
t is a compound Poisson process.

16



• Find E[X(t)] and V ar[X(t)].

• E[X(t)] = λtE(Y1).

• V ar[X(t)] = λt(V ar(Y1) + E2(Y1))

• Proof

E(X(t)|N(t) = n) = E(

N(t)∑
i=1

Yi|N(t) = n)

= E(

n∑
i=1

Yi|N(t) = n)

= E(

n∑
i=1

Yi) = nE(Y1)

E(X(t)) = EN(t)E(X(t)|N(t))

=
∞∑
i=1

P (N(t) = n)E(X(t)|N(t) = n)

=

∞∑
i=1

P (N(t) = n)nE(Y1)

= E(Y1)

∞∑
i=1

nP (N(t) = n)

= E(Y1)E(N(t))

= λtE(Y1)
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V ar(X(t)|N(t) = n) = V ar(

N(t)∑
i=1

Yi|N(t) = n)

= V ar(

n∑
i=1

Yi|N(t) = n)

= V ar(

n∑
i=1

Yi)

= nV ar(Y1)

V ar(X(t)|N(t) = n)

= E(X2(t)|N(t) = n)− (E(X(t)|N(t) = n))2

E(X2(t)|N(t) = n)

= V ar(X(t)|N(t) = n) + (E(X(t)|N(t) = n))2

= nV ar(Y1) + n2E2(Y1)

18



V ar(X(t))

= E(X2(t))− (E(X(t)))2

=
∞∑
i=1

P (N(t) = n)E(X2(t)|N(t) = n)− (E(X(t)))2

=
∞∑
i=1

P (N(t) = n)(nV ar(Y1) + n2E2(Y1))− (λtE(Y1))
2

= V ar(Y1)E(N(t)) + E2(Y1)E(N 2(t))− (λtE(Y1))
2

= λtV ar(Y1) + λtE2(Y1)

= λt(V ar(Y1) + E2(Y1))

= λtE(Y 2
1 )
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Derivation of Gaussian Distribution from Binomial

The number of paths that take k steps to the right amongst n total steps is:
n!

k!(n− k)!
,

and since each path has probability 1/2n, the total probability of paths with k right
steps are:

p =
n!

k!(n− k)!
2−n.

Now, consider the probability for m/2 more steps to the right than to the left,
resulting in a position x = m∆x. Thus setting k = n

2 + m
2 .

p(m,n) =
n!(

n
2 + m

2

)
!
(

n
2 −

m
2

)
!
2−n.

Using Stirling’s formula

z! ∼
√

2πzze−z
√

z, z →∞,

we have,

p ∼ 1√
2π

nn
√

n(
n
2 + m

2

)n/2 (
n
2 −

m
2

)n/2

2−n(
n2

4 −
m2

4

)1/2

( n
2 −

m
2

n
2 + m

2

)m/2

∼ 2√
2π

1√
n

(
1− m2

n2

)−1/2(
1− m2

n2

)−n/2(
1 + 2

m

n

)−m/2

.

Taking the logarithm, and keeping the leading behavior of each term

ln p ∼ ln
2√
2π
− 1

2
lnn− 1

2
ln

(
1− m2

n2

)
− n

2
ln

(
1− m2

n2

)
− m

2
ln

(
1 + 2

m

n

)
∼ ln

2√
2π
− 1

2
lnn +

m2

2n2
+

m2

2n
− m2

n
.

Now, the third term is smaller than the last two, so we can drop it and then
exponentiate to get

p ∼ 1√
2π

2√
n

e−
m2
2n .

Now, substituting n = t/∆t, m = x/∆x, and using the definition D = 1
2

∆x2

∆t , and
considering that the probability above is for values of x between x and x+2∆x (since
fixing n and changing k by one changes x by 2∆x). Thus p(x, t)2∆x = p(m,n).
Combining these facts we get that

p(x, t) ∼ 1√
2π

1√
2Dt

exp
(
− x2

4Dt

)
.
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Measures of statistical dispersion 
A measure of statistical dispersion is a nonnegative real number that is zero if all 

the data are the same and increases as the data become more diverse. 

Most measures of dispersion have the same scale as the quantity being measured. 

In other words, if the measurements have units such as metres or seconds, the measure of 

dispersion has the same units. Such measures of dispersion include: 

 Standard deviation 

 Interquartile range or Interdecile range 

 Range 

 Mean difference 

 Median absolute deviation 

 Average absolute deviation (or simply called average deviation) 

 Distance standard deviation 

These are frequently used (together with scale factors) as estimators of scale 

parameters, in which capacity they are called estimates of scale. Robust measures of scale 

are those unaffected by a small number of outliers. 

All the above measures of statistical dispersion have the useful property that they 

are location-invariant, as well as linear in scale. So if a random variable X has a dispersion 

of SX then a linear transformation Y = aX + b for real a and b should have dispersion 

SY = |a|SX. 

Other measures of dispersion are dimensionless (scale-free). In other words, 

they have no units even if the variable itself has units. These include: 

 Coefficient of variation 

 Quartile coefficient of dispersion 

 Relative mean difference, equal to twice the Gini coefficient 

There are other measures of dispersion: 

 Variance (the square of the standard deviation)  location-invariant but not 

linear in scale. 

 Variance-to-mean ratio  mostly used for count data when the term 

coefficient of dispersion is used and when this ratio is dimensionless, as count data are 

themselves dimensionless: otherwise this is not scale-free. 

Some measures of dispersion have specialized purposes, among them the Allan 

variance and the Hadamard variance. 

For categorical variables, it is less common to measure dispersion by a single 

number. See qualitative variation. One measure that does so is the discrete entropy. 

Sources of statistical dispersion 

In the physical sciences, such variability may result from random measurement 

errors: instrument measurements are often not perfectly precise, i.e., reproducible, and 

there is additional inter-rater variability in interpreting and reporting the measured 

results. One may assume that the quantity being measured is stable, and that the variation 

between measurements is due to observational error. A system of a large number of 

particles is characterized by the mean values of a relatively few number of macroscopic 

quantities such as temperature, energy, and density. The standard deviation is an 
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Newton’s Interpolation Formula

• Newton’s interpolation formula is mathematically equivalent to the La-
grange’s formula, but is much more efficient.

� One of the most important features of Newton’s formula is that
one can gradually increase the support data without recomputing
what is already computed.

• Divided Difference:

� Let Pi0i1...ik(t) represent the k-th degree polynomial that satisfies

Pi0i1...ik(xij) = fij (1)

for all j = 0, . . . , k.

� The recursion formula holds:

pi0i1...ik(t) =
(t − xi0)Pi1...ik(t) − (t − xik)Pi0...ik−1

(t)

xik − xi0

(2)

. The right-hand side of (??), denoted by R(t), is a polynomial
of degree ≤ k.

. R(xij) = fij for all j = 0, . . . , k. That is, R(t) interpolates
the same set of data as does the polynomial Pi0i1...ik(t).

. By uniqueness, R(t) = Pi0i1...ik(t).

� The difference Pi0i1...ik(t)−Pi0i1...ik−1
(t) is a k-th degree polynomial

that vanishes at xij for j = 0, . . . , k − 1. Thus we may write

Pi0i1...ik(t) = Pi0i1...ik−1
(t)

+ fi0...ik(t − xi0)(t − xi1) . . . (t − xik−1
). (3)



2

� The leading coefficients fi0...ik can be determined recursively from
the formula (??), i.e.,

fi0...ik =
fi1...ik − fi0...ik−1

xik − xi0

(4)

where fi1...ik and fi0...ik−1
are the leading coefficients of the poly-

nomials Pi1...ik(x) and Pi0...ik−1
(x), respectively.

• Let x0, . . . , xk be support arguments (but not necessarily in any order)
over the interval [a, b]. We define the Newton’s divided difference as
follows:

f [x0] : = f(x0) (5)

f [x0, x1] : =
f [x1] − f [x0]

x1 − x0

(6)

f [x0, . . . , xk] : =
f [x1, . . . , xk] − f [x0, . . . , xk−1]

xk − x0

(7)

• The k-th degree polynomial that interpolates the set of support data
{(xi, fi)|i = 0, . . . , k} is given by

Px0...xk
(x) = f [x0] + f [x0, x1](x − x0) (8)

+ . . . + f [x0, . . . , xk](x − x0)(x − x1) . . . (x − xk−1).
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Pareto Principle and Competing Principles

Louis Kaplow
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The Pareto principle holds that if all individuals strictly prefer one state, regime, or policy

to another, then that selection is deemed socially preferable as well.  Because of the power of

unanimous endorsement, the Pareto principle has understandably been important in normative

economic analysis.  Even though strict Pareto dominance is unlikely to prevail when society is

deciding among plausible competing alternatives (for this would require that literally each of

millions preferred the same outcome), the Pareto principle nevertheless offers important

guidance.  In particular, the principle may help in choosing among or ruling out various other

evaluative notions; principles that turn out to conflict with the Pareto principle may accordingly

be rejected.  Alternatively, if some competing principles seem compelling, they may raise doubts

about the ostensibly incontrovertible Pareto principle.

The first sections to follow review two well-established conflicts between the Pareto

principle and certain competing principles: Arrow’s (1951) impossibility theorem and Sen’s

(1970) liberal paradox.  The succeeding section presents more recent work that establishes a

general conflict between the Pareto principle and all nonwelfarist notions, whether they concern

rights, justice, or other conceptions of fairness (apart from those pertaining only to the

distribution of welfare itself).  A final section examines classically-grounded strands of literature,

on political economy and economic psychology, that help reconcile the tension between the

seemingly unimpeachable Pareto principle and conflicting nonwelfarist principles, many of

which have appeal to the public, policy-makers, and economists as well.  (The Pareto principle is

also important in normative economic analysis, notably with regard to the two fundamental

theorems of welfare economics, a subject not considered in this essay.)

1.  ARROW’S IMPOSSIBILITY THEOREM.

Perhaps the most famous instance of conflict between the Pareto principle and competing

principles is Arrow’s (1951) impossibility theorem.  Arrow considered social choice procedures

designed to generate a consistent social ordering (a complete and transitive ranking) from purely

ordinal information about individuals’ preferences.  In one formulation of Arrow’s theorem, the

assumptions of universal domain (no restriction on individuals’ preferences), independence of

irrelevant alternatives (the social ordering of any two alternatives depends only on individuals’

orderings of those two alternatives), nondictatorship (no one individual’s preferences completely

determine social preferences), and the Pareto principle imply that such a social ordering is

impossible.

PPPPPararararareto cureto cureto cureto cureto curvvvvveseseseses



EngEngEngEngEngel curel curel curel curel curvvvvveseseseses

An Engel curve describes how a consumer’s purchases of a good like

food varies as the consumer’s total resources such as income or total ex-

penditures vary. Engel curves may also depend on demographic variables

and other consumer characteristics. A good’s Engel curve determines its in-

come elasticity, and hence whether the good is an inferior, normal, or luxury

good. Empirical Engel curves are close to linear for some goods, and highly

nonlinear for others. Engel curves are used for equivalence scale calcula-

tions and related welfare comparisons, and determine properties of demand

systems such as aggregability and rank.

An Engel curve is the function describing how a consumer’s expenditures on

some good or service relates to the consumer’s total resources holding prices fixed,

so qi gi y z , where qi is the quantity consumed of good i , y is income, wealth,

or total expenditures on goods and services, and z is a vector of other character-

istics of the consumer, such as age and household composition. Usually y is

taken to be total expenditures, to separate the problem of allocating total con-

sumption to various goods from the decision of how much to save or dissave out

of current income. Engel curves are frequently expressed in the budget share form

i hi [log y z] where i is the fraction of y that is spent buying good i . The

goods are typically aggregate commodities such as total food, clothing, or trans-

portation, consumed over some weeks or months, rather than discrete purchases.

Engel curves can be defined as Marshallian demand functions holding the prices

of all goods fixed.



Polynomial Regression

Introduction 
Polynomial regression (OLS) is based on the same idea as basic linear regression, except that 

the relationship between the independent and dependent variables is non-linear.  However, these 
regression models are still constructed by a “linear like process”, which is to say the independent 
variables may be thought of algebraic transformations (i.e. x → x2) where the new variable is regressed 
as if it were linear.  This allows us to maintain the linearity assumption for the residuals and maintain 
the current definition of R2– in other forms of non-linear regression (logarithmic, exponential, power, 
logistic, etc.) this may not be true. 

Also notice we talk about having independent variables – the key idea here is “variables”  (i.e. 
plural).  In polynomial regression we require that our polynomial functions cannot be depressed.  A 
depressed polynomial is a polynomial that does not contain all the descending terms.  For instance, a 
non-depressed 3rd order polynomial has non-zero coefficients for terms of x3, x2, x1, and x0.  Therefore, 
we will find a regression coefficient for each term of a polynomial – if we have a k-order polynomial 
we will find k+1 coefficients. 

Lastly, when dealing with polynomial forms we are sometimes asked to find extended 
information about the polynomial.  From algebra we know that polynomials have zeros (solutions) and 
local extrema (local maxima/minima).  Zeros (non-complex zeros) indicate where the polynomial 
crosses the independent axis1 and can be found using standard methods (e.g. polynomial division). 
Local extrema are where the polynomial change direction or have turning points that can be found by 
using simple calculus techniques.          

Models
Standard Polynomial Form for K-order models of the Population 

Y i=β0+β1 X i ...βk−1 X i
k−1+βk X k

i+ϵi  k  = positive integers (1)

Standard Polynomial Form for K-order models of the Sample

ŷ=b0+b1 X i ... bk−1 X i
k−1+bk X i

k  k  = leading term and a member of natural numbers (2)

Characteristics for polynomials where k is a natural number2

1. Odd polynomials: global maxima and minima are in opposite directions (Figure 1).
2. Even polynomials: global maxima and minima are in the same direction (Figure 2).
3. May have local extreme (maxima/minima), if so:

a) The number of  local maxima/minima = k – 1 (leading exponent minus 1).
b) Local maxima/minima are sometimes called “turning points”.3

1 Complex solutions are still zeros they just do not have a graphical meaning in a real number graph.
2 Situations where k is not a natural will be covered in Non-Linear Regression.
3 Quite literally the function turns in respect to direction (i.e. positive slope to negative slope).  Because of this a turning 

can be found by finding locations where the slope of a tangent line to the polynomial is equal to zero – see derivatives. 
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To find local extrema (maxima/minima) we 
need to use simple calculus.  Local extrema 
are when a function turns in direction (i.e. 
turning points) or more precisely when a 
function makes a sign change in slope.  At 
the turning point there is a definable 
position in the independent variable at 
which the slope of the function is zero, this 
is the turning point.  To find the value at 
that point, all we need to do is define a 
slope function and set it equal to zero.  To 
find the slope we can use the derivative 
function f '(x).   

First Derivative of a Function
f (x )=x k

f ' ( x)=kx k−1  (3)

For a function defined as f(x), the first 
derivative f '(x) is obtained by transferring 
the exponent from the variable to the 
coefficient position as a multiple and 
subtracting 1 from the exponent.  More 
complicated forms exist when two or more 
variables are multiplied or divided.

Finding the derivative for general additive 
functions, of the form:

f (x )=axk+bxk −1+ ...cx 2+dx+e  
is done by taking the individual derivative 
of each term separately and adding the 
resulting components into a new function.

The first derivative is the slope of a tangent 
line at a give value of the independent 
variable ( x as shown in Equation 3). 
Setting the first derivative equal to zero and solving for the independent variable will find the point on 
the function where the slope is zero.  This can be thought of as solving for horizontal tangent lines.  

If the original function is a k-ordered function where k>2, the first derivative function will be a higher 
order than 1 – meaning that it will require polynomial division to find local extrema.     
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Figure 2 Even Polynomial 

Figure 1: Odd function k > 1



Example: Find the derivative of the following washing machine production total revenue function.
r (x )=−0.1x2+100x+2000

If you will remember from economics, the first derivative of a total revenue curve is the marginal 
revenue curve.  So the marginal revenue is:

r ' ( x)=−0.2x+100
Notice each derivative of the additive function is completed separately then added together.  Also 
notice that the derivative of the constant value (2000) is zero.  In fact, the derivative of any constant 
(i.e. term that does not contain a variable is zero).

d
dx

c=0  Where c is a constant. (4)

Here are some things we know about the new marginal revenue function: r ' ( x)=−0.2x+100
First, by substituting a value in for x, we can find the approximated marginal (additional) revenue of 
producing the x+1 item4.  For instance, r'(100) = $80 which is the additional revenue of producing 101 
over 100 washing machines (consult an economics text book for more on this approach).  This is 
because the marginal revenue function (first derivative) is the slope (change) of the total revenue 
function. However, it is only an approximation, because:

Δ r=r ( x+1)−r (x )
Δ r≈r ' ( x)

the true change in total revenue for producing the next unit is based on the original function (a 
quadratic curve).  The first derivative is a straight line (tangent), so it will only approximate the change 
in the original curve.     

Second, given that the marginal revenue curve 
is the slope of a tangent line at any point (x) 
on the total revenue curve, then setting the 
marginal revenue curve to zero will find the 
location of tangent lines with zero slope. 
Also, given that  marginal revenue curve is a 
linear function we know there is one turning 
point in the original total revenue curve.5  

r ' ( x)=−0.2x+100=0
x=500

Using this value back in the original cost 
function.

r (500)=−0.1(5002)+100(500)+2000
r (500)=27,000

Interpretation: producing 500 washing 
machines maximizes the total revenue 
function and will equal $27,000 worth of 
revenues to the manufacturer.  Additionally, 
producing more that 500 washing machines 
results in diminishing returns.  

4 This method is only useful for next x+1 item, we can only use step increase of 1.
5 Guaranteed by the Fundamental Theorem of Algebra.
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Figure 3: Graph of Washing Machine Revenue Function – 
horizontal line is the maximize total revenue.

-1000 -500 0 500 1000 1500 2000

0
50

00
10

00
0

15
00

0
20

00
0

25
00

0
30

00
0

Quantity

To
ta

l R
ev

en
ue



Using the concepts from regression, algebra, and basic calculus we can answer fairly complicated 
questions involving polynomial forms.  The next example illustrates how to optimize a product.    

Example: A byproduct of coal burning is flyash.  Flyash is the ash particles that rise with flue gases and 
contribute to airborn pollution.  Much of the flyash produced can be captured by scrubbers in the flue 
stack.  In fact, it is mandated that flyash be captured, because along with the primary constituents of 
flyash, silicon dioxide (SiO2) and calcium oxide (CaO), other elements present in coal may be present, 
such as arsenic, mercury, thallium, dioxons, etc., which classify as hazardous waste.  A beneficial use 
of flyash is to add it to cement where the cement acts as a binder holding together the various 
components and the flyash acts a mirco-level aggregate to strengthen concrete.  However, too much 
flyash (as with any high level of aggregate) can weaken the strength of concrete.  Find the relationship 
between flyash and concrete strength and suggest an optimal percent mixture.  

Flyash % as a strength (sten) factor in concrete compression test (PSI) for 28 day cured concrete. 
Levine et al. 2008, pg. 615.

         
The scatter plot (Figure 4) shows that the relationship between flyash(%) and concrete strength is not 
linear, in that it increases to a point and then decreases.  While the relationship is not perfectly 
quadratic it will not hurt to attempt fitting a 2nd-order polynomial to the data.  
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Figure 4: Scatter plot of Flyash (%) versus Concrete Strength 
(PSI).
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Table 1: Flyash measured in 
percent and strength (stren) 
measured in PSI

flyash stren
0 4779
0 4706
0 4350
20 5189
20 5140
20 4976
30 5110
30 5685
30 5618
40 5995
40 5628
40 5897
50 5746
50 5719
50 5782
60 4895
60 5030
60 4648



The scatter plot (Figure 4) also shows that 
maximum strength is achieved somewhere 
around 40% flyash constituents.  If we can fit 
a quadratic function through the data it will be 
important that we: 1. find a value for the 
optimum percentage and 2. provide 
confidence and prediction intervals for 
strength at the optimum flyash percentage. 

> #OLS model with quadratic term
> fit<- lm(set$stren~set$flyash+I(set$flyash^2))
> #t-test of coefficients
> summary(fit)

Call:
lm(formula = set$stren ~ set$flyash + I(set$flyash^2))

Residuals:
    Min      1Q  Median      3Q     Max 
-477.70 -214.01   27.04  287.87  390.78 

Coefficients:
                 Estimate          Std. Error   t value   Pr(>|t|)    
(Intercept)       4486.3611   174.7531  25.673   8.25e-14 ***
set$flyash           63.0052    12.3725   5.092      0.000132 ***
I(set$flyash^2)   -0.8765     0.1966  -4.458      0.000460 ***
---
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1 

Residual standard error: 312.1 on 15 degrees of freedom
Multiple R-squared: 0.6485,     Adjusted R-squared: 0.6016 
F-statistic: 13.84 on 2 and 15 DF,  p-value: 0.0003933 

> #ANOVA of model
> anova(fit)
Analysis of Variance Table

Response: set$stren
                            Df   Sum Sq   Mean Sq    F value    Pr(>F)    
set$flyash           1     759618     759618       7.7978     0.0136662 *  
I(set$flyash^2)   1     1935855   1935855    19.8724    0.0004604 ***
Residuals            15    1461217   97414                      
---
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1 
> 
Notice that the regression formula requires I(set$flyash^2).  The function I() in R means to read the 
following statements “as is”.  Just using set$flyash^2 in the lm() has a different meaning than squaring 
the term. 

What we can glean from the output.

1. The overall model is significant (F-table)

2. Fairly descent R2 (and adjusted R2)

3. All terms intercept, flyash, and flyash2 are independently significant in the model (t-table)

4. The relationship is: 
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Figure 5: Scatter plot with regression trend line
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̂strength=4486+63(flyash%)−0.877(flyash% )2

Therefore the optimum flyash percentage is:
s ' (flyash )=63−1.75( flyash)=0
flyash=36%

Which should yield a strength (PSI) = 5617.4. 
How precise is this measurement?

Here is a method of quickly producing the 
confidence and prediction intervals for the 
data.  You will want to sort the data based on 
flyash before using this code.
> lines(set$flyash,predict(fit))
> lines(set$flyash,pred.fit$lwr,lty=3,col=2)
> lines(set$flyash,pred.fit$upr,lty=3,col=2)
> conf.fit<- data.frame(predict(fit,int="c", level=0.95)) # 
Confidence interval
> lines(set$flyash,conf.fit$lwr,lty=2,col=3)
> lines(set$flyash,conf.fit$upr,lty=2,col=3)
> legend(locator(1),legend=c("95% Prediction 
Intervals","95% Confidence 
Intervals"),lty=c(3,2),col=c(2,3))
> #Use cursor to locate position for legend

Finding the precision for the optimized flyash 
percentage: since I took some short cuts in the 
code above I have to change up the way that R 
reads the data to use the predict() function.
> attach(set)
> fit<- lm(stren~flyash+I(flyash^2))
> new <- data.frame(flyash=36)
> pred.max<- predict(fit,newdata=new,int="p", level=0.95)
> conf.max<- predict(fit,newdata=new,int="c", level=0.95) 
> pred.max
       fit         lwr           upr
 5618.647 4918.028  6319.266
> conf.max
       fit         lwr           upr
5618.647    5398.862  5838.431
detach(set)

Using this information we can say:

1. By using 36% flyash the strength of concrete should reach a sample average of5617 PSI, and 
the we are 95% confident that the average (population) strength should be [5399 PSI, 5838 
PSI].

2. By using 36% flyash the we could expect 95% of predictions made from new samples to lie 
within [4918 PSI, 6319 PSI]
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Example:  Assume you are about to enter a production market for a new item.  Assume also that you 
were able to obtain quantity supplied (Q) and total revenue (TR) for a sample of 20 competing firms.

Find the quantity and price combination that maximizes total revenue.

> summary(lm(TR~Q+I(Q^2)))
Call:
lm(formula = TR ~ Q + I(Q^2))

Residuals:
    Min      1Q  Median      3Q     Max 
-31.159 -15.752  -1.442  15.398  33.639 

Coefficients:
                     Estimate     Std. Error  t value  Pr(>|t|)    
(Intercept)   103.4416    12.7750       8.097     2.06e-07 ***
Q                    24.3645      2.9601        8.231    1.63e-07 ***
I(Q^2)           -1.5748       0.1429       -11.021   1.96e-09 ***
---
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1 

Residual standard error: 21.4 on 18 degrees of freedom
Multiple R-squared:  0.92,      Adjusted R-squared: 0.9111 
F-statistic: 103.5 on 2 and 18 DF,  p-value: 1.343e-10 

Relationship

T̂R=103.44+24.36(Q)−1.57(Q2)

Thus the marginal revenue is equal to the derivative of total revenue:
MR=24.36−3.14(Q)
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Figure 6

Table 2

TR Q
128 1
129 2
196 3
170 4
157 5
212 6
210 7
192 8
164 9
205 10
190 11
172 12
147 13
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Given that marginal revenue is
MR=24.36−3.14(Q)

then the value of Q that maximizes total revenue is 
MR=24.36−3.14(Q)=0
Q≈7.757

which means that 

T̂R=103.44+24.36(7.757)−1.57(7.7572)
T̂R=197.93

will yield the maximized total revenue, and since TR = P(Q), we can find the price that maximizes total 
revenue by

TR
Q

=P

197.93
7.757

=25.52

So the quantity price combination that maximizes total revenue is 7.757 and $25.52 producing a total 
revenue value of $197.93.  Now using the confidence and prediction intervals we can describe how 
confident we are in the total revenue value.
 >attach(set)
> fit <- lm(TR~Q+I(Q^2))
> maxQ <- data.frame(Q=7.757)
> predict(fit,maxQ,int="c",level=0.95)
       fit            lwr            upr
1 197.8217    182.0596   213.5838
> predict(fit,maxQ,int="p",level=0.95)
       fit            lwr             upr
1 197.8217   149.1179     246.5255
> detach(set)

We are 95% confident the population average total revenue falls within [$182.06, $213.58] and we are 
95% a new sample will yield a predicted value between [$149.12, $246.53] or in terms of price 
[$23.47, $27.53] and [$19.22, $31.78], respectively.
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Final Notes
It is always advisable to make a scatter plot of the regression data before attempting a model.  The 
scatter plot gives you a reasonable idea of what  type of model is required.  As to models, there are 
several; any mathematical function can serve as a regression model and can most often be used in the 
framework of ordinary least squares methods.

Although not shown in the notes, it is assumed that a regression diagnostic is performed before results 
of the regression are presented.  Any departures from regression assumptions should be noted and 
remediated if possible.

Always look at the F-table, t-table, and other regression results (including diagnostics) before 
presenting a regression relationship as factual.  Include footnotes describing any problems that may 
exist so the reader can understand how the information was processed.  Most often model significance, 
R2, and regression equation are the only things described when writing about regression modeling. 
However, this does not mean the researcher did not look at other measures/diagnostics before 
presenting the relationship in published form – be thorough, honest, and transparent when reporting 
statistical findings.  

Marginal calculations (derivatives) will always depart somewhat from a difference calculation of the 
original function.  Remember the derivative realized at a given value is an approximation.  Although, in 
most cases the error caused by approximation is minor in comparison to the ease of computation.   
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1 Markov Process

A Markov process1 is a stochastic process (X(t), t ∈ T ), X(t) ∈ E ⊂ IR, such that

P (X(t)) ≤ x |X(t1) = x1, . . . , X(tn) = xn) = P (X(t) ≤ x |X(tn) = xn) (1)

for all x1, . . . , xn, x ∈ E, t1, . . . , tn, t ∈ T with t1 < t2 < · · · < tn < t.

Intuitively, (1) says that the probabilistic future of the process depends only on the current

state and not upon the history of the process. In other words, the entire history of the

process is summarized in the current state.

Although this definition applies to Markov processes with continuous state-space, we shall

be mostly concerned with discrete-space Markov processes, commonly referred to as Markov

chains .

We shall distinguish between discrete-time Markov chains and continuous-time Markov

chains.

1.1 Discrete-Time Markov Chain

A discrete-time Markov Chain (M.C.) is a discrete-time (with index set IN) discrete-space

(with state-space I = IN if infinite and I ⊂ IN if finite) stochastic process (Xn, n ∈ IN) such

that for all n ≥ 0

P (Xn+1 = j |X0 = i0, X1 = i1, . . . , Xn−1 = in−1, Xn = i) = P (Xn+1 = j |Xn = i) (2)

for all i0, . . . , in−1, i, j ∈ I.

From now on a discrete-time M.C. will simply be referred to as a M.C.

A M.C. is called a finite-state M.C. if the set I is finite.

A M.C. is homogeneous if P (Xn+1 = j |Xn = i) does not depend on n for all i, j ∈ I. If so,

we shall write
pij = P (Xn+1 = j |Xn = i) ∀i, j ∈ I.

pij is the one-step transition probability from state i to state j. Unless otherwise mentioned

we shall only consider homogeneous M.C.’s.

1A. A. Markov was a Russian mathematician.
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Define P = [pij] to be the transition matrix of a M.C., namely,

P =



















p00 p01 . . . p0j . . .

p10 p11 . . . p1j . . .
...

...
...

...
...

pi0 pi1 . . . pij . . .
...

...
...

...
...



















(3)

We must have

pij ≥ 0 ∀i, j ∈ I (4)
∑

j∈I

pij = 1 ∀i ∈ I. (5)

Equation (5) is a consequence of axiom (b) of a probability measure and says that the sum

of the elements in each row is 1. A matrix that satisfies (4) and (5) is called a stochastic

matrix .

If the state-space I is finite (say, with k states) then P is an k-by-k matrix; otherwise P has

infinite dimension.

Example 1.1 Consider a sequence of Bernoulli trials in which the probability of success

(S) on each trial is p and of failure (F) is q, where p + q = 1, 0 < p < 1. Let the state of

the process at trial n (i.e., Xn) be the number of uninterrupted successes that have been

completed at this point. For instance, if the first 5 outcomes where SFSSF then X0 = 1,

X1 = 0, X2 = 1, X3 = 2 and X4 = 0. The transition matrix is given by

P =



















q p 0 0 0 . . .

q 0 p 0 0 . . .

q 0 0 p 0 . . .

q 0 0 0 p . . .
...

...
...

...
...

...



















The state 0 can be reached in one transition from any state while the state i + 1, i ≥ 0, can

only be reached from the state i (with the probability p). Observe that this M.C. is clearly

homogeneous.

♥

We now define the n-step transition probabilities p
(n)
ij by

p
(n)
ij = P (Xn = j |X0 = i) (6)

for all i, j ∈ I, n ≥ 0. p
(n)
ij is the probability of going from state i to state j in n steps.
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11.1 Introduction

Most of our study of probability has dealt with independent trials processes. These

processes are the basis of classical probability theory and much of statistics. We

have discussed two of the principal theorems for these processes: the Law of Large

Numbers and the Central Limit Theorem.

We have seen that when a sequence of chance experiments forms an indepen-

dent trials process, the possible outcomes for each experiment are the same and

occur with the same probability. Further, knowledge of the outcomes of the pre-

vious experiments does not influence our predictions for the outcomes of the next

experiment. The distribution for the outcomes of a single experiment is sufficient

to construct a tree and a tree measure for a sequence of n experiments, and we

can answer any probability question about these experiments by using this tree

measure.

Modern probability theory studies chance processes for which the knowledge

of previous outcomes influences predictions for future experiments. In principle,

when we observe a sequence of chance experiments, all of the past outcomes could

influence our predictions for the next experiment. For example, this should be the

case in predicting a student’s grades on a sequence of exams in a course. But to

allow this much generality would make it very difficult to prove general results.

In 1907, A. A. Markov began the study of an important new type of chance

process. In this process, the outcome of a given experiment can affect the outcome

of the next experiment. This type of process is called a Markov chain.

Specifying a Markov Chain

We describe a Markov chain as follows: We have a set of states, S = {s1, s2, . . . , sr}.

The process starts in one of these states and moves successively from one state to

another. Each move is called a step. If the chain is currently in state si, then

it moves to state sj at the next step with a probability denoted by pij , and this

probability does not depend upon which states the chain was in before the current
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A Poisson process is a simple and widely used stochastic process for modeling the times
at which arrivals enter a system. It is in many ways the continuous-time version of the
Bernoulli process that was described briefly in Subsection 1.3.5.

Recall that the Bernoulli process is defined by a sequence of IID binary rv’s Y1, Y2 . . . , with
PMF pY (1) = q specifying the probability of an arrival in each time slot i > 0. There is an
associated counting process {N(t); t ≥ 0} giving the number of arrivals up to and including
time slot t. The PMF for N(t), for integer t > 0, is the binomial pN(t)(n) =

(

t

n

)

qn(1−q)t−n.
There is also a sequence S1, S2, . . . of integer arrival times (epochs), where the rv Si is
the epoch of the ith arrival. Finally there is an associated sequence of interarrival times,
X1,X2, . . . , which are IID with the geometric PMF, pXi

(x) = q(1−q)x−1 for positive integer
x. It is intuitively clear that the Bernoulli process is fully specified by specifying that the
interarrival intervals are IID with the geometric PMF.

For the Poisson process, arrivals may occur at any time, and the probability of an arrival at
any particular instant is 0. This means that there is no very clean way of describing a Poisson
process in terms of the probability of an arrival at any given instant. It is more convenient
to define a Poisson process in terms of the sequence of interarrival times, X1,X2, . . . , which
are defined to be IID. Before doing this, we describe arrival processes in a little more detail.

2.1.1 Arrival processes

An arrival process is a sequence of increasing rv’s , 0 < S1 < S2 < · · · , where Si < Si+1

means that Si+1 −Si is a positive rv, i.e., a rv X such that Pr{X ≤ 0} = 0. These random
variables are called arrival epochs (the word time is somewhat overused in this subject) and
represent the times at which some repeating phenomenon occurs. Note that the process
starts at time 0 and that multiple arrivals can’t occur simultaneously (the phenomenon of
bulk arrivals can be easily handled by the simple extension of associating a positive integer
rv to each arrival). We will often specify arrival processes in a way that allows an arrival at


